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Essential Experimental Design 

 
 
Introduction 
 
This document is about simple but fundamental concepts of experimental design. It is 
intended for students about to begin an experimental research study, for instance the research 
project in the final year of your degree. At the start of the project you will understandably be 
keen to get on with doing experiments and collecting data, and you might be totally confident 
that you know exactly what your experiments are intended to find out. But past experience 
shows that many students are in for a nasty shock when it comes to the time of data analysis. 
This is because the data have been collected in such a way that they cannot be analysed. No 
matter how extensive your dataset, and however accurately your observations have been 
made, if you neglected certain key principles when designing your data collection or 
sampling program then you may not be able to come to any scientifically valid conclusions. 
And by then it will be too late. Experimental design is therefore an indispensable first stage 
in conducting a scientific research project. 
 
Please do not expect to find in these pages a recipe for the perfect experiment. This requires 
detailed knowledge of your chosen biological system, and skill and talent in identifying the 
research question to be investigated in the first place. Rather, this document draws your 
attention to the essentially simple and straightforward logic that underlies good practice in 
the design of any experimental study. You should apply these principles in planning your 
own investigation. Of course, practical or logistic constraints might well limit what you are 
able to do. You might end up with some kind of compromise or modification to your project 
as you initially conceived it. But the point is to select a modified design that is still 
scientifically sound. You may need to modify the research question, but do not compromise 
the rigour of the analysis. To do the latter is far worse. 
 
Hand in hand with experimental design comes statistical analysis. Statistical testing allows 
you to place a mathematical reliability on conclusions arising from your results. Without 
valid statistical reliability, your conclusions are not scientifically meaningful. Ideally, then, 
you should plan the statistical analysis of results at the same time as planning the methods of 
data collection, i.e. it’s all part of experimental design. Statistical methods are considered in 
detail in the accompanying document Essential Statistics. 
 
 
Observational and Experimental studies 
 
There are, broadly, two types of investigation used in biological research, observational and 
experimental investigations. Different types of research ‘question’ are involved in the two 
types of study. 
 
Many research projects begin with some kind of observational investigation; you need to find 
out something about the variability in a particular ‘response’ in the organisms’ natural 
habitat. For instance, you might want to find out whether beetles of a particular species 
are more active when it is sunny than when it is overcast. You might plan a series of 
systematic observations of beetles in a local meadow, collecting data on activity rates, 

 1



measured in some objective and repeatable way (mm. moved in one minute, say), in different 
weather conditions. The results might tell you that the beetles are more active in sunshine 
than in cloud. In this hypothetical example the question (and its answer) is observational or 
correlational. This study does not bear on the question of causality, i.e. what causes the 
beetles to be more active on sunny days. For instance, you might be tempted to conclude that 
sunlight (or one of its consequences like warm air temperature) causes an increase in activity. 
However, it may be that sunshine is usually correlated with some other meteorological 
factor, such as low windspeed, and that it is windspeed and not sunshine that influences 
beetle behaviour. To answer the causal question requires the other type of investigation, an 
experimental investigation. 
 
Here your starting research question is of a causal nature; what makes beetles more active 
in sunny than in cloudy weather? Is it a direct effect of temperature? You would use this 
question to construct a specific hypothesis, let’s say "warm air temperatures cause an 
increase in beetles’ activity rates", which can be tested in a controlled experiment. This will 
probably be in a laboratory setting, where you can vary temperature whilst keeping other 
environmental conditions constant, conduct observations on a sample of beetles in arenas 
affording equal walking surface area, etc.  
 
Experimental studies do not have to be conducted in a laboratory. It can be quite feasible to 
carry out an experimental study in the field. Also, there is nothing wrong with conducting a 
biological project which is purely observational, and that does not attempt to answer any 
causal questions. Eventually, however, a thorough investigation of an interesting biological 
phenomenon does require someone to address the causal questions. And if your own work is 
observational only, then you must always be careful not to give a conclusion or interpretation 
to the results that is not justified. For instance, in the field study of the beetles, the correct 
conclusion of a positive (and statistically reliable) relationship between activity and sun 
would be that "beetles are more active on sunny days" and not "sunshine makes beetles more 
active". The latter, erroneous type of interpretation is not uncommon, and occasionally crops 
up even in published papers. 
 
 
Experimental Control 
 
There are two rather different considerations in the concept of experimental control. 
The first concerns the need to control for extraneous or confounding variables; things that 
might affect the responses of the organisms you are studying, but which are not part of your 
intended investigation. This applies to both observational and experimental studies. To stay 
with the beetles, something like vegetation type might plausibly affect activity, so you would 
control for this by ensuring that all observations were conducted in the same type of 
vegetation. If it is not feasible to completely control a potentially confounding variable, then 
at least ensure that it does not systematically bias your observations, thus make sure that 
sward height, although variable, does not tend to be higher in sunny-day sessions than in 
cloudy-day sessions. Sometimes extraneous variables will be impossible to alter or control 
for. But think about this in advance and keep records of such variables as they crop up during 
your observation sessions. Humidity, for instance, might conceivably affect activity, so 
record humidity during each beetle observation period. If you notice that highest activity 
scores were during low humidity, regardless of sunshine/cloudiness, you might be able to 
apply a retrospective analysis to the dataset to test this statistically (see a posteriori testing 
in the section Multiple Testing). But more generally you will have information that your 
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result might have been influenced by humidity variations, and you might move on to design a 
new study to investigate this properly. 
 
Other types of extraneous variables come into play in experimental laboratory studies. A 
common one with animals is the effect of repeated handling or transfer between cages. This 
could conceivably influence all sorts of physiological and behavioural responses, so you 
should ensure that all subjects are given equal exposure to such treatment. This particularly 
applies when you are conducting a classical type of experiment containing one or more 
‘experimental’ groups and a control group. Control subjects must be handled, for the same 
amount of time, as those receiving the experimental treatment. This is the other common use 
of the term experimental control; as an example if you are testing the effect of a dietary 
supplement on growth rate you must have a control group of animals receiving the normal 
diet with which to make a comparison.  Furthermore, if the dietary supplement is through 
necessity dissolved in a carrier substance like say vegetable oil, then the animals in the 
control group must receive doses of oil alone, so that any difference in growth rate of animals 
in the two groups can definitely be attributed to the dietary supplement. The concept is fairly 
obvious but it’s only from experience that you will realize just how careful you need to be in 
designing experiments.  
 
Responses of experimental subjects might well be influenced by their experience outside the 
actual observation sessions, such as housing conditions between sessions or even their 
experience prior to beginning the study. In short, it is crucial that all potentially confounding 
variables are balanced across treatment groups. If the organisms at your disposal differ in any 
way that might be important to your experiment, this needs to be borne in mind when 
allocating subjects to treatment groups (see later; Assigning Individuals to Treatment 
Groups). 
 
 
Types of variables 
 
Just a little formal terminology which crops up in text books and computer applications. In 
an experimental study you might have a single experimental or treatment group, and a 
control group, or perhaps several groups differing in the quantity of some experimental 
treatment. The thing you are manipulating, dosage of dietary supplement, for instance, is 
called the independent variable. The responses you are measuring (growth rate, fecundity 
or whatever) are dependent (or are hypothesised to be!) on the treatment, and so the 
responses, the data you are collecting, are collectively called the dependent variables.  
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Hypothesis Formation and Testing 
 
Experimental Hypothesis or Alternative Hypothesis, H1 
 As stated earlier, you use your starting research question to formulate a specific 
hypothesis that can be tested scientifically. This is the experimental hypothesis, H1. 
 
Null Hypothesis, H0 
 This is the alternative that you are testing the experimental hypothesis against. It 
usually takes the form of a ‘default’ setting, i.e. that there will be no effect of the treatment, 
and thus no difference between experimentals and controls.  
 
Hypothesis testing 
 
Hypothesis testing is always based around Rejection of the Null Hypothesis. The data are 
tested statistically to determine if there is a difference between experimental and control 
groups, say, and the level of probability that a difference of this size could have arisen by 
chance. The smaller this probability the greater reliability there is that the difference is 
indeed due to your experimental treatment or manipulation. As you know, we usually take an 
arbitrary P value (often P<0.05) to reject the null hypothesis, and thus conclude that the 
experimental hypothesis is supported (within the precise limitations of the experimental 
conditions, but that’s another story, see later).  
 One important point to note is that if the null hypothesis cannot be rejected (by your 
experiment), this does not mean that the null hypothesis is ‘correct’ or ‘true’. After all, 
you might have failed to show an effect through poor experimental control (see Type II Error 
below).  
 
Type I Error 
 
Type I Error occurs where the experimental hypothesis is accepted when it is in fact false. 
There are various ways this might arise, a common and simple case is where random or 
spurious variables have an effect in the same direction as that predicted by H1. The spurious 
effect might not be ‘significant’ in itself, but nor might be the effect due to H1. It is, 
however, also quite possible for a statistically significant effect to occur purely by chance. 
An effective way of reducing this type of error is to require a lower P value for 
‘significance’, i.e. a more stringent condition for rejecting the null hypothesis. However, this 
will correspondingly increase the likelihood of Type II Error, especially with small sample 
sizes. 
 
Type II Error and Statistical Power 
 
Type II error occurs when the null hypothesis is false, but is not rejected in the analysis of 
the experiment. This type of error can be just as important as Type I error. A common 
general cause of Type II Error is masking of the effect predicted by H1 by extraneous 
variables due to poor design/inadequate experimental control, leading to increased variability 
in the data, a problem made greater by small sample sizes. Biologists are increasingly 
making use of Power Analysis in their statistical procedures. Briefly, the power of a 
statistical test (usually expressed as a percentage) is the likelihood that the test will detect a 
real effect (if one exists) as statistically significant  (i.e. correctly reject the null hypothesis). 
The higher the power, the more confident you can be that you have reached the ‘correct’ 
conclusion. The power of a given statistical test can be calculated from three quantities, the 
magnitude of the difference (e.g. between means in treatment and control groups), the 
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magnitude of the variance within each group, and the sample size. If the variance is large, 
you will need a bigger sample size to reach a high power and to be confident that the test will 
correctly pick up a significant effect if there really is one to be found. Power Analysis can 
also be used in a prescriptive way; if you already know what the variance is likely to be (e.g. 
through conducting a pilot study), you can calculate the sample size needed in order to reach 
a desired level of statistical power and thus to demonstrate a significant effect, e.g. to reject 
the null hypothesis if indeed the null hypothesis is false.  
 
Clearly, fundamental aspects of experimental design lie at the root of both types of error. 
Always bear in mind the importance of adequate sample sizes, reducing influences of 
extraneous variables, minimising experimental error and maximising accuracy of data 
recording. 
 
Multiple testing 
 
There is often a lure in doing more (statistical) tests on your data than originally planned 
("hey, let’s see if this effect is significant"). There is a serious downside to this practice, the 
increased risk of Type I error, here by revealing spurious effects as ‘significant’ simply as a 
mathematical consequence of doing a lot of tests. Put it this way, if you did 20 different t-
tests on a single dataset you will on average get one ‘significant’ (P < 0.05) by chance alone! 
There are mathematical formulae that can be used to adjust the probability level you need for 
significance to abolish this risk, where multiple testing is needed. The Bonferoni procedure is 
one commonly used method. But there is another reason to be cautious about testing for an 
unexpected effect you see in a large dataset. You want to test it because out of, say, 20 
possible correlations between subsets of the data, this one and this one only has sprung out at 
you from the spreadsheet. So you test only that one and avoid the multiple testing trap. But 
you haven’t avoided Type I Error at all, because that particular eye-catching trend might be 
there in the first place by the same 1 in 20 chance rule as outlined above! 
 
Where a statistical test is used to test a specific hypothesis that was generated at the stage of 
experimental design, the hypothesis is known as an a priori hypothesis. It does sometimes 
happen that studying the data after completing the data collection leads you to speculate on 
new, perhaps unexpected, hypotheses, in which case these are known as a posteriori 
hypotheses. It is quite reasonable to test these new hypotheses provided you avoid the 
multiple-testing trap outlined above. In fact a posteriori (or post hoc) testing is a standard 
procedure in the commonly used statistical procedure analysis of variance (ANOVA). The 
post-hoc testing methods that accompany ANOVA applications have a built-in safeguard to 
account for the multiple-testing problem (see also Essential Statistics). 
 
Pilot studies and hypothesis generation 
 
Biological researchers sometimes speak of running a pilot experiment, which sounds like a 
small-scale version of the real thing. Often this is exactly what it is, using smaller sample 
sizes than you would in a full experiment, to help you identify potential problems with the 
methodology, so you have a chance to rectify them before going ahead with your main 
experiment. A small-scale pilot study can also serve another purpose, that of hypothesis 
generation. For instance, you might have a list of several different things (independent 
variables) that could plausibly be affecting the response you are investigating, but you 
haven’t the time or resources to test all of them systematically. A pilot study could suggest 
which are the more promising ones to test in a full experiment. 
Experimental Design: Independent Groups or Repeated Measures? 
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In a hypothetical experimental study you would be comparing responses of organisms to 
different treatments, say activity of beetles at different environmental temperatures. You will 
make 12 observations at each of 10, 20 and 30 C. If you use a different group of beetles for 
each temperature, thus needing 36 beetles overall with one observation on each, this is an 
independent design (sometimes called a between subjects design). You could on the other 
hand use only 12 beetles and expose each one to each temperature in turn. You end up with 
the same amount of data from fewer subjects because each subject appears in each treatment 
condition; this is a repeated measures (or within-subjects) design. Both types of 
experiment are fine in principle, provided use you the correct statistical test on the data. In 
practical terms there are advantages and disadvantages of each. 
 
Independent Design 
 
This type of design is obviously essential where each treatment has a single endpoint (e.g. 
mortality rates to different doses of insecticide, or effects of environmental temperature on 
juvenile development), or where one treatment might have a lasting effect on the organism 
that will influence its response to the other experimental treatments. In multiple testing of 
individual subjects you can rarely be sure that one treatment will not affect the subject’s 
response to the next. The simplest way to avoid the problem is to use an independent design. 
The independent design obviously requires more subjects, but if this is not a problem then 
you will avoid the extra hassle of balancing the sequence of testing that can arise in the case 
of repeated measures (see below).  
 
Repeated Measures Design 
 
Aside from the obvious advantage of requiring fewer subjects, a repeated measures design 
reduces experimental error because you have the same subject in all treatments so 
comparison of treatment effects is not confounded by between-individual differences. The 
main difficulty is that you have to be very careful about carry-over effects from one 
treatment to the next. To avoid a systematic bias you will always have to control for 
sequence of testing; this might not be so easy to do if the numbers of sequence combinations 
don’t balance perfectly. You must control for sequence of testing even if you think that it is 
not important. And if there is a sequence-of-testing effect, this will increase variability within 
each treatment group, acting against the principle advantage of the repeated measures design 
as described above. Also, repeated measures designs are less robust to departures from 
normal distribution and homogeneity of variance, than are independent designs (explained 
fully in Essential Statistics). Another disadvantage of repeated measures is the consequence 
of missing a data point. If for any reason you missed a sample in an independent design, you 
would probably lose no more than that one data point. But missing just one of the 
observations of an individual in a repeated measures design will probably mean that you 
have to leave out all its other measurements in all the other treatment conditions as well. This 
argues for including at the outset slightly more subjects than the minimum needed for a 
statistically reliable test. 
 
The sort of case where the advantages of repeated measures might outweigh the 
disadvantages would be where you want to measure changes occurring with time, for 
instance changes in blood testosterone levels in male starlings, week by week after the birds 
have been transferred from short to long days. Even so, you would have to control for the 
potential effect of weekly blood sampling, so you would need to include a second (control) 
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group kept on constant short days but sampled every week at the same times as the other 
group. This brings us to factorial designs. 
 
Sequence of Testing 
 
The problem of sequence of testing is particularly important in repeated measures, but can 
also occur in independent designs. It will arise whenever the responses being measured might 
change during the time it takes to complete the full set of observations. For instance, the 
organisms in the population might age appreciably during the course of the experiment. If the 
entire set of observations is completed within a single day, perhaps the subjects tested late in 
the day might react differently than those tested earlier in the day.  
 
To allocate sequences (for testing) at random from very small samples runs a serious risk of 
imbalances arising due to chance, so it is better to use an objective and systematic strategy 
for planning sequences for testing. The usual method for doing this is the Latin Square 
design. This procedure will ensure that any effects due to order of testing do not bias the 
comparison between treatment groups in your experiment. 
 
Factorial Experimental Designs 
 
In a factorial experiment you would be testing the effects of two independent variables or 
‘factors’ simultaneously. There will be two or more ‘levels’ of each factor. An example 
would be testing how quickly minnows catch different types of prey, say Daphnia, 
Gammarus and pellets, at different light intensities, say 20, 100 or 500 lux. In a factorial 
design you would test a sample of fish at each light intensity on each prey type; 9 different 
experimental groups would be required. Alternatively you could study the effects of light 
intensity and prey type in two separate experiments: you could compare capture rates of the 
different prey types at a single light level in one experiment, and look at the effects of 
varying light intensity (using one prey type only) in a separate experiment. This would need 
only 6 groups of fish altogether. However, there are two key advantages to the factorial 
design. The principle general benefit is that it accounts for the variation due to both factors  
(called main effects in ANOVA jargon) in the one analysis, thus reducing the residual or 
‘noise’ variation. In addition, the factorial design permits an extra test to be made, to find out 
if there is an interaction between the two factors; does the effect of light intensity on prey 
capture rate depend on the prey type available? For instance, maybe minnows catch Daphnia 
faster than the other prey types under high light intensity, but catch Gammarus quickest at 
low light levels. Such an interaction can be tested for statistically in a factorial design. 
 
Factorial experiments can adopt an independent design (as in the example with minnows 
described above), or repeated measures (with whatever controls are needed to balance 
sequential effects), or a mixture of the two. The last would apply if you had say 3 different 
groups of subjects for the 3 levels of factor A (the independent factor), but tested all subjects 
at each level of factor B (the repeated measures factor). For instance, to stick with the 
minnow example, this would be the case if you had 3 separate groups of fish housed at light 
intensities of 20, 100, & 500 lux respectively, and you tested all fish on all 3 prey types (in 
separate trials and balancing the sequence of testing as described above).  
 
It is important in factorial experiments to try wherever possible to use a Balanced design, 
that is with the same number of subjects in each treatment group. Some computer 
applications can handle unequal sample sizes but it is easier to avoid having to do this. 
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Different types of factorial experiment, and the statistical methods needed to analyse them, 
are considered further in Essential Statistics. 
 
 
Avoiding Pseudoreplication 
 
Pseudoreplication can be summarised as improper inflation of sample size due to non-
independence of data. This would arise from repeatedly using the same individuals within a 
given treatment group, and then counting each score as an independent sample or data point. 
Another, less obvious way that non-independence of samples might arise is where you had a 
full group of different individuals, but measured their responses (i.e. collected the data) under 
circumstances where they might have influenced one another. To return to the minnow 
example, if you had 10 fish in each treatment group, but tested their prey capture in a single 
experimental trial, i.e. as a shoal, it is easy to imagine that they might not behave 
independently. Your effective sample size is 1 in each treatment group. You could get around 
this by testing each fish separately, but if you didn’t want to do this (e.g. because the fish 
tend to behave abnormally if isolated) you would have to test another 9 shoals to reach 10 
independent samples. 
 
The issue of pseudoreplication also arises in some types of experiment with respect to the 
independent variable, that is the application of the different treatments. Sometimes you must 
replicate the treatments as well as the subjects. This will become clear from the following 
example. Your hypothesis is that leaf size in a given species of tree depends on degree of 
wind exposure; the more exposed the location, the smaller the leaves. You find an exposed 
site and a sheltered site and measure leaf size in a sample of 20 trees at each site. There is a 
highly significant difference between the two samples. But you would be wrong to conclude 
that "leaf size is smaller in more exposed locations", because you have not tested trees from a 
sample of exposed and sheltered locations, only from one location of each type. There might, 
after all, be many ways in which these particular two sites differ, soil characteristics, say, 
which might be the true cause of the difference in leaf size.  
 
An animal example of this type of pseudoreplication often arises using artificial stimuli like 
models. If you want to see if male great tits respond more strongly to other males with broad 
rather than narrow breast stripes, you might choose to make 2 models with different breast-
stripes but with other external features as near as possible identical. You therefore make two 
models differing only in the breadth of the breast stripe. Here, a positive result (deriving 
from say 8 tits tested, in properly independent trials, with each model) would still only allow 
you to draw conclusions relating to those two particular models. Maybe the 2 models differ 
in some way that you can’t see but which can be perceived by the birds. To be confident that 
the effect was due to stripe breadth you would have to make 8 different broad-striped models 
and 8 different narrow-striped models for the experiment. Any important way in which two 
particular models might differ, and which might have led to a spurious positive result in the 
pseudoreplicated version of the experiment, is not likely to be present in the same way in all 
the different pairs of models.  
 
Avoiding pseudoreplication of the independent variable does not require a greater number of 
observations to be made, but rather it is a sensible aspect of experimental design that could 
make all the difference to the meaningfulness of your conclusions. Note that the error in this 
type of pseudoreplication is not due to incorrect application of statistical analysis, but is an 
error in interpretation; how widely your conclusion can be justifiably applied. 
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Choosing a representative sample population for study 
 
In both observational and experimental investigations you usually study a subset of 
organisms selected from a larger population, but you want to make inferences about the 
whole population, based on your results. It is therefore important to make your experimental 
sample as representative of the whole population as possible. When collecting organisms 
from the wild, the usual way is to sample individuals randomly from the larger population. 
Remember that your conclusions will be limited to the maximum range of your sampling 
locality. Avoiding errors or bias in such population sampling is really down to the 
researcher’s knowledge and experience of the study organism. But it should be clear how too 
small a sampling range might lead to confounding effects of some nearby extraneous variable 
(e.g. a road, the edge of the field, or whatever). Other things to consider are whether you are 
sampling from all habitat types occupied by the organisms in the locality, and there might be 
reasons why you should collect your sample across different weather conditions or at all 
times of the day. 
 
Many of these principles also apply to sampling from a population of captive organisms. For 
instance, if you needed two experimental groups of sticklebacks, and the stock of fish happen 
to be housed in two tanks, you should not take the fish for the first experimental group from 
the first stock tank and the fish for the second group from the other tank. Another 
consideration: if you need 20 fish from a stock tank containing 50, and for simplicity 
(laziness) take the first 20 you catch with your net, you might end up doing an experiment on 
the weakest specimens, not a representative sample of the starting population. 
 
 
Assigning individuals to treatment groups 
 
Now you have a sample of organisms to divide into groups for the experiment. You must be 
careful to avoid any systematic bias between groups, in any respect by which the individuals 
differ, even if you don’t think it’s important. (It just might be, who knows?). Random 
assignment of individuals to treatment groups is often the best and safest strategy. To avoid 
unconscious bias, use random numbers from tables or a computer, or simply draw the names 
from a hat, literally. But under some circumstances you can do better than this, by 
introducing a planned and objective element to a random method of assignment. This would 
be desirable where your sample population did differ in some way that you had reason to 
believe might affect their responses in the proposed experiment. For instance, you were 
going to study the effect of 4 different treatments on some response in starlings, and you 
knew from other studies that the response concerned was always higher in larger birds, and 
the individuals in your sample were of different sizes at the start of the experiment. Random 
assignment is guaranteed only to produce an even distribution on average, and with small 
samples you might well get an imbalance with a disproportionate number of large individuals 
in one experimental group. This would be most unfortunate, not deliberate but you know it 
might influence the results. A good way around this is to employ a procedure called 
stratified random allocation. To do this, first rank all the starlings in the sample population 
by size. Let’s say there are 32 birds, 8 to be assigned to each of the 4 treatment groups. Take 
the 4 top ranked (largest) birds, and randomly assign one to each group. Repeat this with the 
individuals ranked 5-8, and so on. 
 
Another way to avoid the chance bias of random assignment is called pseudorandom 
allocation. Here, you apply the random allocation procedure once, and if it the resulting 
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distribution looks biased, throw it out and go through the random assignment process again. 
Accept the first randomly allocated distribution that is unbiased, according to your 
predetermined, and objective criteria. 
 
 
The sampling program and data collection 
 
Questions like the duration of observation sessions, or how often to conduct them, depend of 
course on the particulars of your experimental system. Remember to balance the sampling 
times of different groups with respect to time of day etc., and remember to control for simple 
sequential changes with the passage of time; don’t observe all the controls first and the 
experimentals afterwards, for instance. In repeated measures designs, how long do you need 
to leave between repeated observations of the same individual? Make sure the time gap is the 
same for all individuals (or at least that it doesn’t vary systematically between different 
treatment groups). 
 
Precision and accuracy of data collection is obvious, to reduce variability due to 
experimental error. It might be desirable to test the accuracy of measurements by repeating 
each one a number of times. It is acceptable to reduce inaccuracy by taking the mean of all 
repeats (though this only applies if the repeated estimations are independent, i.e. the second 
is not influenced by having made the first). Even better, you could use the repeated 
measurements as a separate factor in a full ANOVA (analysis of variance). This will give 
you a quantitative estimation of the variation due to sampling error. 
 
It is particularly important to test and compare accuracy where more than one person is 
making the measurements. Even so, it would be unwise for one person to collect all the data 
from group A whilst the other always observes group B.  
 
It is often desirable to collect the data ‘blind’ to the identity of the subject, or at least without 
knowing the treatment group the individual is in. Unconscious bias will otherwise be a risk 
even if you are confident of your own intentional objectivity. There is a large literature in 
psychology on unconscious bias in data recording; it is a real phenomenon and has happened 
to the most eminent and experienced scientists. It is easy to operate a blind recording system 
with two people, but it can be done by a single person by introducing a second ID coding 
system. Psychologists take the problem of unconscious bias so seriously that some journals 
will refuse to publish studies unless the data have been collected blind. 
 
Your data recording system might seem straightforward, but be generous rather than sparse 
with written notes during your experimental sessions. Keep your results in a notebook rather 
than on loose sheets, remember to include dates, times, and any potentially relevant 
qualitative observations. These might become crucial later on, when you look back at your 
written note (you will have long since forgotten the event itself) that ‘it was unusually cold 
that day’, or ‘individual C was low on food by the end of the session’, or ‘there was a loud 
extraneous noise at 11.42 am’.  
 
You will already know the importance of copying data files on computer discs, but also 
important: keep your original experimental notebook (and make a photocopy of anything 
crucial which is not copied elsewhere). On the subject of transferring data from notebook to 
computer, when you have completed the list be sure to check through the new data list 
against the old. This will take some time (it is most efficiently done by two people) but is 
crucial, because you will thereafter take the new dataset as correct and might never look at 
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the source list again. Everyone, sometimes, makes mistakes. Much of this advice might seem 
obvious and too tedious to bother with. But it most certainly is not gratuitous nit-picking, it is 
based upon many years experience of doing and supervising research. 
 
 
'Outlying' or dubious data points 
 
A common scenario in research, especially where sample sizes are on the low side; ‘the 
result is nearly significant, and certainly would be if it wasn’t for that one exceptionally high 
value in the control group’. The converse can also happen; a result just reaches significance 
because of one really high score in the experimental group. It is obviously invalid to remove 
the outlier just because it spoils the result. But what if you have additional relevant 
information like ‘hey, that individual was noted as looking sick at the start of the session that 
day’, or ‘look, that individual is by far the smallest in the group’. The red pen seems more 
reasonable now, especially if you had noticed the suspicious point before getting the result. 
But it’s still not good enough. The odd result might not have been due to the animal’s 
sickness. And what if the sick animal gave a score that was within the range of the others, 
would you still exclude it? In any case, whatever the justification for removing an individual 
after the start of the experiment, this procedure will always have the downside that the 
remaining experimental group or sample is no longer a random sample of the parent 
population. 
 
The only safe option is to refrain from excluding the outlier. However, there are other things 
you can do. You might find that mathematical transformation of the data will reduce the 
influence of an outlying data point, whether it is part of natural biological variation or due to 
an anomaly arising by chance. (Data transformation is an important preliminary to consider, 
before actually conducting a statistical test, and is discussed more fully in Essential 
Statistics). Using non-parametric statistical tests will also prevent a single outlying data 
point having a disproportionate influence on the results. Finally, if you still feel that a nice 
result has been spoiled by an outlier or by high variability in the data, you should ask 
whether your sample size was adequate in the first place. 
 
 
One- and two-tailed probabilities 
 
Most statistical tests allow you to choose one-tailed or two-tailed probabilities to decide 
whether or not the null hypothesis can be rejected. In fact the decision to use a one- or two-
tailed probability is part of hypothesis generation, and must be made at the stage of 
experimental design. 
 
In a two-tailed test (the usual case) the experimental hypothesis H1 is non-directional (you 
are interested in a difference from the controls in either direction); the null hypothesis is that 
there is no difference between experimentals and controls. In a one-tailed test you are testing 
for an effect in one direction only; the null hypothesis does not distinguish between no 
difference and a difference in the opposite direction to that predicted by H1. The probability 
that an effect of a given size in one previously specified direction having arisen by chance is 
half that of an effect in either direction having occurred by chance, so in a one-tailed test you 
have a less stringent criterion to meet for the result to be significant at the chosen level of 
alpha (usually P<0.05). In short, it is easier to get a significant result! 
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The trouble is, that if an effect of any size does occur in the opposite direction, you are 
forced to ignore this statistically, and thus you are not entitled to even point it out in the 
discussion of the results. The rationale for this must be very convincing for the application of 
a one-tailed test to be justified. In some published papers one suspects that authors derive 
their justification for using a one-tailed test retrospectively in order to get a significant result! 
You will appreciate that such retrospective moving of the goal posts is not admissible 
statistically, and makes a mockery of the scientific justification for doing the experiment in 
the first place. 
 
To be safe, there is not likely to be any justification for employing a one-tailed test unless an 
effect in the opposite direction is physically impossible. 
 
 
Drawing conclusions and generalising from the results 
 
In summary, a well-designed investigation is one in which 
 
•   a question is identified and formulated scientifically, 
•  specific hypotheses are generated, 
•  hypotheses are translated into experimental groups or a sampling program, 
• experimental groups (the independent variable) are not confounded with extraneous 

factors, 
•  type I and type II errors are minimised, 
•  data are obtained from a representative sample population, 
 data are recorded accurately and in an unbiased manner, and 
•  the data are analysed by correct statistical procedures. 
 
 
Remember that biological data usually yield results that are probabilities, rarely hard and fast 
‘true or false’, ‘always or never’. Also there will often be a lot of unexplained variability in 
an investigation of almost any biological system. A statistically significant result does not 
mean that you have identified the only factor affecting the variable being studied. 
Conceivably an effect could be highly significant statistically, but trivial in terms of 
explaining the natural variability in the characteristic being studied. In other words, 
distinguish between the level of significance of an effect, and the size of the effect as a 
portion of the total variation. The latter can be expressed mathematically, but just a 
qualitative addition to the discussion of your results will usually be sufficient. Another point 
may be made here, on the same general theme but applied to the first stage of experimental 
design, this is hypothesis formation. A ‘simple’ hypothesis (good) should not be confused 
with a ‘trivial’ hypothesis (bad). There is not much point in spending time rejecting 
unrealistic or ‘straw man’ null hypotheses. If you demonstrate a highly significant effect in 
a scientifically unfaultable experiment, will anyone care if the result is utterly trivial in terms 
of advancing knowledge? 
 
You must be particularly careful about generalising your result beyond the confines of your 
experimental population, and beyond the specific environmental conditions in which your 
study was done. Even if your experimental sample was representative of the source 
population, how confident are you in asserting that the same result would be found in other 
populations of the same species? Laboratory studies notoriously fall short of estimating 
variation that occurs in the wild, and might conceivably yield results that are qualitatively 
different from what prevails in the natural habitat. 
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If your result is surprising 
 
What if your result is clear-cut, but is the opposite to that which you had predicted at the 
outset? The result might be counter to current theory, contradict conclusions of previously 
published work on the same biological system, or might even be a different result in an 
supposedly precise repeat of an earlier experiment by someone else.  
 
First of all, check for potentially relevant differences in the conditions of the two studies. Did 
they use organisms from different populations, different types of habitat, at different seasons, 
whatever? Check on the exact conditions under which the earlier experiment was run, the 
exact sampling procedure, and the method of recording data. 
 
If all seems identical so far, then do not be hesitant in checking that the published 
experimental design was sound and the analysis correct. Bad experiments do sometimes get 
past peer and editorial review. If you are not reading the source paper, perhaps the result has 
been misquoted or over-generalised. Even if some real data or a graph, say, appear alongside 
the assertion of the result, be wary if it is not the original source article. It is not unknown for 
an author to selectively (and misleadingly) cite a subset of data from his/her own previously 
published work, in order to make a point in a prestigious invited review.  
 
If you are satisfied on all these points, then it seems that you have a genuine contradictory 
result. The next consideration is that one or both studies might be subject to Type I or Type 
II Error. There is no particular reason to suppose that the published result is more likely to be 
the reliable one. Many poor studies do get published. Or maybe the effect simply is not 
consistent. This can only be shown after several independent repeats of the same experiment. 
Don't be afraid to point out that your result makes it ‘one all’. Sometimes a clear cut and 
expected (predicted) result is not subjected to re-testing, especially if it supports the 
predictions of the theory-of-the-day. Repeated quotation of the result in reviews and 
textbooks tends to convey a false impression of repeatability (and thus reliability) of the 
result itself. Even if subsequent repeats of the experiment give contrary results, these may be 
ignored by the researchers themselves, or rejected by referees and journal editors. 
 
 
Further investigation 
 
And after you have completed the analysis of your first experiment, what next? If your 
experimental hypothesis was upheld, you might want to examine the same response in 
greater detail, or test the effects of other variables. In some circumstances, though, it might 
be desirable to try to repeat the result of the first experiment, especially if the effect was only 
just significant and/or you have reason to be wary of possible confounding influences. Rather 
than an identical repeat, you might begin with the same H1 but test it under a different or 
wider (or narrower) range of environmental conditions. Finally, if the result of the first 
experiment is totally convincing there is nothing wrong with concluding this branch of your 
investigation and moving on to something else. It would be a shame to waste your time 
‘dotting I’s and crossing t’s’, when there is something new to find out. Obviously, deciding 
amongst these options will be determined by the specifics of your particular system. 
 
If your experiment fails to reject H0, you might accept that H1 is thus discredited, and move 
on to a new hypothesis. But what is your feeling about the possibility of type II error? A 
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careful and observant researcher would respond to any feedback gained during the 
performance of the experiment. You might decide to modify some of the experimental 
conditions and try again. 
 
 
Planning your own project. 
 
These guidelines should help you in getting the best out of the biological system you have 
available for your project. You will need to work within the resources available to you, and 
of course you should  plan your investigation with your adviser. It is a good idea to consult 
with your adviser over the experimental design and the statistical methods to be used before 
getting under way with the project. This is part of the adviser’s job. 
 
 
 
 
Some useful references 
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